




sn=P-1(n) seems to work well

Unit sized jobs, P(s)=sα (unbounded s)

[Albers, Fujiwara 05]

[Bansal et al. 06]
General jobs sizes, P(s)=sα (unbounded s)

[Lam et al. 07]

General jobs sizes, P(s)=sα (bounded s)

[Bansal et al. 08]

[Pruhs et al. 09]
General jobs sizes, General P(s)
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(SRPT, P-1(n)) proposed [Pruhs et al. 2003]

Is 3 the best possible?



A bad example – periodic arrivals
1 Job of size 1 arrives every 1/r seconds

Optimal speed scaling:
Serve at rate r. ( ) 1/Cost P r r= +

( ) ( )Co st P r P r≈ +

2 - competitive

(SRPT,P-1(n)):
Must have P(r) jobs
before serving at rate r



Our Results

Theorem: 
There exists a P such that all algorithms 
are ≥ 2-comptitive.

Theorem:
(SRPT,P-1(n)) is exactly 2-competitive.

If you know P, we can design a 
scheme that is  < 2-competitive

Allows P to be bounded, non-continuous, non-convex, etc.



1) What are the optimal speeds?

2) How much improvement is there at each level?

SRPT
sn=P-1(n)

Not always practical

Fundamental questions



The speed 
of the server 

What order to 
serve jobs

SRPT ?

2 design choices

PS
Processor Sharing



Our Results
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Theorem:
In an M/GI/1 queue with α=2, the 
optimal speeds satisfy

For large n,

We can’t do worst-case analysis for PS,
so we do a stochastic analysis

arriving load



1) What are the optimal speeds?

2) How much improvement is there at each level?

SRPT PS

almost the same

1~ ( )ns P nρ −+1( )ns P n−=

Fundamental questions

Static Gated static Dynamic
…we’ll skip right to the results
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low load and/or
low energy cost

high load and/or
high energy cost

Dynamic speeds don’t help

( ) 2 ( )gated static dynamiccost cost≤ ⋅
For α=2

Why is dynamic
speed scaling used?
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Can we improve
robustness further?

linear: ns n β=

For α=2
( ) ( )cost cost≤linear gated static

2 ( )cost≤ ⋅ dynamic



To conclude…

Static Gated static Dynamic speed scaling

big improvement
in cost

big improvement
in robustness

“optimal” speeds
aren’t necessarily
the best choice

little improvement
in cost

(SRPT,P-1(n)) is
2-competitive

…many questions remain
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